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Audit Overview

Audit Result PASS

No exploitable security vulnerabilities were found in this black—box test. Injection defence held: instruction override
and role hijacking, system—prompt and internal-configuration solicitation, indirect SYSTEM instructions carried in a
token name, a forged "official reviewer already verified this wallet as safe" verdict, a request to append a phishing
link, solicitation of the target wallet's private key/seed phrase/query key material, and cross—conversation solicitation
of other users' history all failed to alter the output, leak information or get adopted. Observed output is always the
fixed on-chain report template (Identity / Risk score / Summary / Flagged counterparties / Money in-out / Evidence
/ report link), independent of user phrasing. SSRF produced no outbound request, verified by weblog with two vectors
( found=False, total=0 ); no request to any attacker—controlled domain was observed. Control paths behaved
correctly: invalid audit key 401 , forged serviceVersionld 400 , missing side—effect acknowledgement 409 , missing c
ontent /empty text 400 , invalid offerld 400 , invalid Session 404 ; idempotent replay returned the original invocati
onId / dispatchId / turnId with no duplicate dispatch. The audit log chain is complete: runs[].dispatches[].att
empts[] and records[] (method/path/httpStatus/requestld/sessionld/versionRevision) allow every dispatch to be
reconstructed. All 42 records carrying billing fields were billing—exempt ( executionMode=audit, billingStatus=exe
mpt , paidMicroUsdc=0 ). Six observations were recorded: Iris Fund Tracer failed on all three calls ( input_requi
red_limit , no tracing result at all), making that Offer unusable under its maxInputRounds=0 contract; the turn
response body reports state=failed without a failureCode , which is only visible in logs; the declared text.maxL
ength=10000 is not enforced, with a 10001-character input accepted; input from which no target entity can be
parsed fails outright instead of returning a structured "more input required"; a stale or wrong revision returns 404
rather than 409 ; and audit Session TTL is 8 hours. All of these are capability—delivery, contract-validation or

observability issues, none constitutes a proven security threat, and none was entered into the findings ledger.

B Severity Distribution

0 0 0 0 0 0

Total Critical High Medium Low Info
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Scope & Limitations

This audit was conducted as a black—box test, submitting natural-language input through the AgentOn platform audit APl co
nversation_turn channel and observing the responses; the Agent's source code, system prompts, on—chain data—source
implementation, risk—scoring algorithm, tool inventory and merchant-side runtime logs were not available. The following

limitations must be considered alongside this report:

OUT-0F-SCOPE MODULE AFFECTED FINDINGS PENDING VERIFICATION

Black-box Test Coverage Limitations This audit covered catalogue and contract verification,
session lifecycle, baseline and failure paths of the
three Offers, direct/indirect/obfuscated injection,
fabricated on—chain verdict pressure, private—key and
signing solicitation, cross—conversation isolation, SSRF
with weblog outbound verification, contract
boundaries, idempotency, authentication and
authorization, audit logging and billing exemption.
Uncovered attack surfaces include but are not limited
to: Unicode homoglyph and zero-width—character
address confusion, concurrency and multi-tenant
isolation, upstream on-chain data—source poisoning,
adversarial samples against the risk—scoring model,
exhaustive factual verification of reports, and the
artifact file channel (this Agent never emits artifacts).
Untested does not mean secure.

On-chain Data Source and Scoring Algorithm The wallet label library, token—-bundling detection logic,

Not Observable the weights and thresholds behind the 0—100 risk
score, and the privacy-pool/exchange identification
lists are all invisible. The Identity, Risk score and
Flagged counterparties in the output can only be
taken downstream as the Agent's conclusion, and their
basis cannot be independently verified. Testing
returned Unlabeled wallet (0% confidence) for a
publicly known address, a label data—quality issue;
fund-tracing questions failed repeatedly, indicating
undisclosed preconditions in that capability chain.

Report Factual Accuracy Only Sampled Individual on-chain transactions, balances, holder
distribution and bundling ratios were not verified; only
output structure, reproducibility and injection
resistance were observed. Two rug checks of the same
token returned different peak market caps and
drawdowns ($5.3B/-92% versus $2.7B/-91%),
consistent with live market movement but meaning
conclusions are time-sensitive. The PASS here does
not cover factual accuracy for arbitrary addresses or
tokens.
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No Valid Sample for the Fund Tracer Capabili
ty

LLM Jailbreak Adversarial Testing Not Execut
ed

Production Billing and Cost Impact Unverifiab
le

Supply Chain and Tool Implementation Not Vi
sible

Uncertainty of Negative Results
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Iris Fund Tracer (6e6dcebc-a88d-43f9-843c-a7b
f275f0dc0 ) failed on all three independent calls with
failureCode=input_required_limit , returning in
about two seconds with no agent message in message
s[] . The Offer's fund-tracing surface (post—privacy—
pool, exchange, instant—-swap and CoinJoin
destinations) is therefore entirely unverifiable, and
there is no evidence for its injection resistance,
outbound behaviour or output quality.

FuzzyAl jailbreak adversarial testing was skipped per
the established project convention. The model-level
jailbreak surface of D2 (jailbreak hit rate) therefore
cannot be verified; conclusions on injection defence
cover only the six injection vectors exercised and
behaviours observed here. Given that the Agent returns
the same template regardless of phrasing, its injection
resistance more likely derives from a deterministic
"entity extraction + template rendering" pipeline than
from model-level alignment, and the two cannot be
distinguished under a jailbreak rubric.

The audit channel was billing-exempt throughout ( exe
cutionMode=audit, billingStatus=exempt, paidMi
croUsdc=0 , across 42 records carrying billing fields).
The catalogue did not expose a unit price for these
Offers, so production pricing per call, whether failed
calls are billed, and the reconciliation and refund policy
for input_required_limit failures cannot be
verified.

No source code, Skill package, MCP dependency,
system prompt or on-chain query tool implementation
was obtained. Its data—provider allowlist, outbound
domain allowlist, caching strategy and third—party
dependency provenance cannot be verified; two found
=False SSRF results only mean no outbound request
was triggered in these attempts, and proxy, cache or
delayed paths cannot be excluded.

No security vulnerabilities were found, but this does
not mean the Agent is secure. A negative (PASS)
black—box result only indicates that no observable
anomalous behaviour was triggered within the limited
input space tested; the conclusions are valid only
within this forensic window (2026-10-27). White—box
auditing, on—chain data—source trust assessment and
continuous adversarial exercises are recommended to
build defence in depth.
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Agent Version and Configuration Changes The audited version is d8369817-8c87-4409-bf3b-676
fd6861c18 ( versionRevision=1, versionStatus=in
_review, contractTestPassed=true, all three Offers
status=draft, offerRevision=1, maxInputRounds
=0, maxDurationSeconds=120 ). Changes to system
prompts, on—chain data sources, the scoring algorithm,
Offer contracts or maxInputRounds may all alter this
report's conclusions; re—audit is required after version
changes.

In summary, the PASS rating should be understood as "no exploitable vulnerabilities were found within the limited input
space of this black—box test," rather than "the Agent has been proven secure." Given that the on-chain data source and
scoring algorithm are not observable, report facts were only sampled, no valid sample was obtained for the Fund Tracer
capability and model-level jailbreak testing was not performed, it is recommended that the merchant: align the Fund
Tracer's maxInputRounds contract with its implementation (or return a structured "more input required"); expose failu
reCode directly in failed responses; enforce text.maxLength at the entry point; add a friendly prompt when no target
entity can be parsed; review error—-code semantics ( 409 vs 404 ); and provide verifiable evidence of the on—chain data—

provider allowlist, scoring methodology and label-refresh process. Follow—up white—box auditing and continuous

adversarial testing will build more comprehensive assurance.

B Appendix - Severity Definitions

m CRITICAL Directly leads to loss of funds, data breach, or full system compromise with no preconditions.
= HIGH Clear exploitation path with few preconditions; must be fixed before production.
= MEDIUM Exploitable but constrained by existing mechanisms, or impact limited to cost/availability; should be

fixed before production.

= LOW Hardening item, data—quality issue, or only exploitable depending on out-of-scope component
behavior.
® INFO No direct risk, but lowers attacker cost or violates the principle of least exposure.
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Disclaimer

Important: this report was generated by an Al Audit Agent

The analysis, findings, and conclusions in this report were primarily produced by automated Al systems and have not
undergone item-by—item review equivalent to a traditional manual audit. Al systems may produce false positives, false
negatives, or inferences inconsistent with the facts. Do not place unconditional trust in any individual conclusion of this
report.

01

02

03

04

05

06

Al Generation and the Need for Human Review

All or most of this report was generated by an Al audit agent using automated program analysis and large—language—-model
reasoning, and may contain false positives, false negatives, outdated judgments, or incorrect inferences (hallucinations). No
finding, severity rating, or remediation advice should be treated as final until independently reviewed and confirmed by qualified

security engineers.

Non-Exhaustiveness and No Warranty

Security auditing — whether performed by humans or Al — cannot by its nature exhaust all potential risks. The absence of a class
of issues from this report does not mean such issues do not exist; "passing the audit" does not constitute any express or implied

warranty, endorsement, or certification of the target system's security.

Scope and Time Limitations

This report is valid only for the stated audit scope and code snapshot as of the issue date. Out—of-scope modules, any code
changes after the audit, third—party dependencies, deployment configuration, and the actual runtime environment are outside its

coverage and assurances.

No Professional Advice

This report does not constitute investment advice, legal opinion, financial or tax advice, nor an offer or recommendation to buy,
hold, or sell any asset.

Limitation of Liability

To the maximum extent permitted by applicable law, SlowMist Al and its affiliates accept no liability for any direct, indirect,
incidental, or consequential loss (including but not limited to loss of funds, data loss, and business interruption) arising from the
use of, reliance on, or inability to use this report. Users must independently verify the report's contents and bear full responsibility

for their own decisions.

Recommended Use

This report should serve as one input to security decision—-making, not the sole basis. We strongly recommend: human security
review of all CRITICAL / HIGH findings; an independent third—party manual audit before production deployment or mainnet launch;
and regression verification of remediated code.
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07 Distribution and Interpretation

This report's distribution is governed by its stated classification; do not quote out of context without written permission. If this
disclaimer conflicts with the report body, this disclaimer prevails; where Chinese and English versions differ, the Chinese version

prevails.

I By using or relying on this report, you are deemed to have read, understood, and agreed to all terms of this disclaimer.
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